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Abstract

Game designers attempt to construct games that influence players to select specific
strategies. However, players are not always rational and can play unpredictably.
We provide a mechanism to influence behavior in arbitrary normal-form games,
even when players are not rational. Given a game and a desired outcome, our
algorithm calculates the nearest payoffs that will play as the game designer desires.
Our mechanism is based on a deep reinforcement-learning method that models the
players’ real-world behavior. The mechanism is general and can find solutions in
other domains where problems are expressible as classification problems. Finally, we
train the algorithm with a combination of real-world and synthesized game data and
test the mechanism’s performance against a panel of classifiers.

1 Introduction

Game theory examines how rational agents make strategic decisions. It assumes that agents
alm to maximize their own utility and analyzes how to find the best strategies for them,
known as equilibria. However, these equilibria may not always be the best outcome for
players, such as when cooperation would be beneficial. Additionally, the assumption of
rationality may not hold in certain scenarios, such as when trust is a factor. An example
of this is the prisoner’s dilemma, where two criminals are interrogated separately, and each
must decide whether to cooperate with their accomplice or betray them to reduce their own
sentence. In this situation, cooperation is not an equilibrium as neither criminal can trust
the other not to betray them, despite it being in their best interest.

The assumption of rationality may be appropriate in situations where large economic
interests are at stake, such as spectrum auctions involving large companies, where there is
an incentive to optimize decision-making. However, the perfect rationality assumption may
lead to suboptimal outcomes in scenarios with tight time constraints or that involve less
sophisticated participants.

One example of a situation where a designer wants exploit irrational behavior is the
freemium business model, which is widely used in the mobile gaming industry. In this model
the product has some balance between free content and in-app purchases to ensure that a
portion of the player base is willing to spend money, while the rest continue to enjoy the
product without making purchases. This balance establishes the equilibrium for the players.
In this context, game designers create incentives for players and profit when players don?t
follow the equilibrium strategy. Essentially, the designers influence the underlying normal
form game (NFG) to produce alternative outcomes.

To deal with players who do not behave rationally, the behavioral game theory literature
has developed a range of models to predict human behavior in strategic settings. A number
of results predicting actual behavior, such as [9, 28, 7, 4, 27, 26, 2], choose the unrepeated,
simultaneous-move setting, which is typically represented as normal-form games (NFG).
NFGs have the advantage that they capture many common interactions while remaining
conceptually straightforward.

INormal-form game is a description of a game by way of a matrix. The normal-form representation of a
game includes all strategies, and their corresponding payoffs, for each player.



Traditional machine learning techniques, e.g., Scalar Vector Machines (SVM) [5], Multi-
Layer Perceptrons (MLP) [17, 13], Random Forest [11], do not typically perform well when
predicting player behavior. However, deep learning can dramatically improve predictive
accuracy, and yet a regular feed-forward neural network performed poorly when applied to
NFG matrices by overfitting training data. However, [9] introduced a novel neural network
architecture invariant to the input size and makes good predictions.

In some situations, predicting players’ behavior may not suffice, such as competing in
elections, making policy changes, and designing contracts (e.g., [8]). One may prefer to go
beyond prediction in these cases and develop the capability to influence the players’ behav-
ior. Influencing builds on predicting, as influencing requires modeling players’ likely actions
to steer them toward a specific goal. Though influencing game behavior is a natural next
step in predicting players’ behavior, research in this direction is rarely taken. Though [21]
recently investigated influencing players’ behavior. [21] proposed a mechanism for incen-
tivizing behavior in extensive-form games. It showed that it is P-complete to determine
whether an optimal deposit scheme exists for a finite game of perfect information. The
result also showed how to use payments to change such a game’s equilibrium.

In the area of mechanism design, we focus on studies pertinent to the prac- tical adap-
tation of games and the characterization and optimization of human behavior. These works
provide a meaningful backdrop against which to under- stand and position our own research.
Details can be found in appendix.

1.1 Owur Contribution

In this paper, we focus our attention on normal-form games and go beyond prediction. We
present a generic mechanism called GUIDE (Game InflUencIng through Deep LEarning) to
incentivize behavior in arbitrary NFGs by finding the nearest game that will play as desired
by the game designer. GUIDE supports both pure and mixed-strategy NFGs. Given a
game and a desired outcome, our algorithm calculates the nearest payoffs that will cause
players to play the game as intended by the designer. The mechanism is based on [15]’s
Deep Q-Learning (DQN) algorithm and models players’ actual behavior.

GUIDE vectorizes a set of game data in the form of NFGs and builds mathematically
well-defined boundaries for areas containing NFGs with the same outcome. The algorithm
then finds the game nearest to the game provided by the designer that will play as requested.

Our result adapts the approach to finding classification boundaries in [16] and proposes
solutions to problems encountered therein. [16] addressed the issue of dividing a space using
genetic algorithms with hyperplanes. We adapted [16]’s approach by using a DQN, and we
deal with [16]’s stopping problem by incorporating a recursive separation technique that
ensures the system always converges on a solution. We also provide improved stopping
criteria that ensure better classification boundaries.

We adopt [9]’s NFG matrix representation for encoding NFGs as data. Each data point
consists of an NFG together with the players’ joint actions. We encode the played actions
as a classification attached to each NFG. Thus, we have a basis for building boundaries for
areas that isolate NFGs with the same classification.

Though [21] recently investigated influencing players’ behavior, they focus their study
on extensive-form games while we focus our attention on NFGs. Unlike [21], our mechanism
will work even when players do not play equilibrium strategies.

We also evaluated our system using a combined dataset of actual game data from [3, 4, 7,
9, 10, 14, 25, 23, 24]. Since, to the best of our knowledge, there are no similar mechanisms to
benchmark against, we tested the agreement of our results against a panel of ML classifiers
such as SVM [5], MLP [17, 13], and Random Forest [11].



Our technique is demonstrated using NFGs, but it is applicable to other domains where
problems can be formulated as classification problems.

1.2 Organization

Section 2 covers the notation and background concepts from game theory and deep rein-
forcement learning needed for our algorithm. Section 3 explains the mechanism and presents
key algorithms. Section 4 shows experimental results and performance evaluation. We con-
clude and discuss future directions in Section 5. More detail is provided in the appendix in
the supplemental material.

2 Preliminaries and Notation

This section provides the necessary background and notation. We discuss normal-form
games, hyperplanes, and polytopes and provide relevant notation.

2.1 Normal-Form Games

Let L be a set of players in a normal form game (NFG) where |L| = . Let A’ be the set of
actions available for player ¢t € L?. Let af € A? be the i, action of player ¢t € L.

An NFG can be represented by a matrix. Each matrix axis represents the actions
available to a given player. Each cell expresses the payout from a combination of selected
actions. For example, a two-player NFG where each player has two possible actions is
represented as follows:
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Where 7‘21 . 1s the t;, player’s reward for a specific joint action (a}l, v aﬁl).

i1

NFG Vector A NFG matrix can be placed in a coordinate space by converting it to a
vector. A NFG, M, of size Hf&:l |A¢| can be transformed into a vector of length Z~Hi:1 |AY|.
For example, for a two-player NFG where each player has two possible actions, the vector
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Definition 2.1 (NFG Distance). The distance between two NFGs (of the same dimension)
V and V is defined by the Euclidean distance:
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2.2 Classification

NFG Vectors are classified by the actions participants choose when playing the given NFGs.
Let C' = (af,,..,al) denote an NFG’s classification and let C denote the game maker’s
desired classification.

In the case of 2-player games for an |A!| x |A?| matrix, for row player actions, we define
|Al| classes, while for column player actions, we define |A2| classes. In the case where we
are interested in studying joint actions, we will define |A'| x |A?| classes - one per NFG cell.

From the example matrix provided earlier, in the case of a row player, we have two
possible classes: ai and ai. In the case of a joint action of both row and column players,
we have four classes: aia?,ala?, ada? and ala3, and each cell of the matrix represents a
separate combination of actions.

For an [-player matrix, the space dimension is RO (AT xx| AN o just R if all 1
players have the same A’ number of possible actions. In the matrix above, for 2-players
with two actions each, we have 2 % 22 = 8 — R?).

2.3 Hyperplanes

Our system uses hyperplanes to define classification boundaries. A normal vector from the
origin can completely determine a hyperplane. For example, in R2, a hyperplane is a simple
line which is defined as x; * cos(a) + x2 * cos(8) = d. The definition of a hyperplane is
illustrated in appendix 1.1.

Linking this to the dimension of an NFG matrix transformed to a vector of dimension,
R™, as described in 2.1, we get the following defining equation.

Definition 2.2 (Hyperplane). Given n, the dimension of the enclosing space, d, the length
of the normal vector to the hyperplane from the space’s origin, and a1, a9, ...,Qn_1, iy,
angles of the normal vector to the corresponding axis of the space. A hyperplane can be
expressed as:

P @i xcos(oy) =d (1)

Hyperplane Rotation The hyperplane definition allows us to specify a hyperplane as a
tuple (aq, @, ..., p—1, iy, d). Hence, a hyperplane can be rotated in space by changing one
of its angles ag, ..., a,,, taking into consideration the hyperplane equation coefficients, it is
known that [22]:

¥ cos (o) =1 (2)

Therefore we can express the hyperplane equation with coefficients b; as follows: X7 ;b; -

Given a set W of NFGs transformed to vectors of dimension m, |W| = w. We want to
insert k hyperplanes to separate regions of NFGs with the same classification. Each of the
k hyperplanes is constructed with b;; coefficients of dimension m where j indexes the NFG
vector dimension and ¢ indexes the k hyperplanes.

We denote by M a matrix of w NFGs of dimension m. M € R**™. For example, given
w = 5 NFGs transformed to vectors of dimension m = 8, i.e., five NFGs of 2-players with
two actions each, we can describe matrix M in the following way:
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where x7 =7y 1,25 = 719,83 = 51, Ty = Tg9,T5 = 11, T = T2, L7 = 31, T3 = T
etc.
We denote by H a matrix of the NFGs coefficients of dimension m for the k hyperplanes.
H € R™**. For example, given k = 5 hyperplanes and NFGs coefficients of dimension

m = 8, we can describe matrix H in the following way:
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5
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We denote by D a matrix of the d;s, the length of the normal vectors to the k£ hyperplanes
from the space’s origin for each of the w NFGs transformed to vectors. D € R¥*¥. For
example, given k = 5 hyperplanes and w = 5 NFGs transformed to vectors, we can describe
the 5 x 5 matrix D in the following way:

dy dy ds3 di ds
dy dy ds dy ds

2.4 Polytopes

A polytope is a geometric object with flat sides that generalizes three-dimensional polyhe-
drons to any number of dimensions. Polytopes are identified by the set of hyperplanes that
define their bounds. Polytopes can be open on one or more sides.

Each k hyperplane, defined as h;(x) = d;, splits the NFGs’ space into two regions as
follows:

k_i:hz'(ﬂc)—di <0
kilhi(l‘)—di >0

Each polytope is identified by the set of hyperplane sides (k; or k;) that define its bounds.

Polytope Membership Our algorithm needs to find regions of games with a desired
classification. This requires determining which NFGs reside within a given polytope.

The following matrix equation provides us with the position of each classified NFG
relative to each hyperplane:

P=MxH-D

It follows that P € R*¥** where the sign of pi; (positive or negative) specifies the position
of NFG j relative to hyperplane i. This means that each row ¢ in P represents the position
of NFG j relative to all hyperplanes. This allows us to group NFGs belonging to the same
polytopes. We calculate the array of signs +/- relative to defined hyperplanes where sign —
points to k; and 4 points to k;, and thus the set of these signs points to the set of hyperplane
side specifications which identifies a polytope.

We define the set of polytopes as Y.



3 The Mechanism

Our method operates in two phases, building classification boundaries and remapping an
NFG, denoted by G, to play as requested by the game maker.

The first phase builds classification boundaries using an input set, W, of NFGs with the
players’ actions attached. The input NFGs are vectorized, and classifications are created
from the players’ actions. If an NFG was played multiple times, the most common outcome
is selected to classify the NFG. In case of a tie we randomly select a winner. A reinforcement
learning algorithm then constructs k hyperplanes, defined by H and D, to isolate regions
where NFGs in W share the same classification. Additional steps are taken to ensure
homogeneously-classified polytopes, as discussed later in this section.

The second phase remaps G so that it will play with classification é', as requested by
the game maker. This is done by finding the polytope nearest to G with classification C
using the distance formula given in definition 2.1. G is then mapped to the closest point
on the target polytope, shifted a small distance toward the target polytope’s interior, and
provided to the game maker as G.

3.1 Build Bounding Polytopes

This section explains how to split the space into regions with the same classification using a
reinforcement-learning algorithm and a separation algorithm. The initial space is treated as
an unbounded polytope and the process is repeated recursively on each mixed-classification
polytope until no new homogenous polytopes can be generated. Any remaining mixed-
classification polytopes are then resolved using the separation algorithm.

Polytope building was developed using keras-rl [14]’s DQN, a state-of-the-art deep re-
inforcement learning algorithm. Specifically, we used [15]’s agent DQN, which combines
Q-learning with a deep convolutional neural network. The DQN is structured as follows:

e Input relu layer of size k * (m + 1). The input layer captures the current position of
the hyperplanes as there are k hyperplanes with orientation defined in m dimensions
and one additional node per hyperplane to capture the distance of each hyperplane
from the origin.

e Three hidden relu layers, 64 units each.

e QOutput softmax layer of size k* (m+ 1) *2. The output layer independently expresses
the increment or decrement to apply to each hyperplane to change its location in
space.

The RL algorithm is presented as a Markov Decision Process, where the state space
is represented by H and D. The algorithm can choose to rotate a hyperplane or move
it to/from the origin, with the probability of each action determined by past success and
subsequent actions. The reward function evaluates the success of each action and favors
regions with homogeneous classifications.

The RL algorithm selects a hyperplane and action according to a probability distribution,
p, which is initialized to a uniform distribution and changes as information is learned.
The RL algorithm rotates hyperplanes by selecting one of the coefficients from equation 1
according to p. Then, the algorithm changes the selected coefficient by some fraction and
adjusts the other coefficients to observe equation 2. Hyperplanes are moved to/from the
origin by adding/subtracting a movement increment to/from a hyperplane’s distance from
the origin, d.

The RL algorithm calculates its reward by computing an isolation score S; for each
polytope ¥; € Y, 1 <t < |Y| where y; is the number of NFGs bounded by Y;. The isolation



score is computed as follows:

g _ y; @ if all NFGs in Y; have the same classification
b 0 : otherwise

and Stotqr = D St is the total reward of the state space.

Although the number of polytopes can reach 2* for k hyperplanes, practically, this is
not the case. Consider that we are only interested in non-empty polytopes whose number
is limited by the number of input NFGs. Thus, the RL algorithm has no incentive to create
more than w polytopes.

Figure Figure 1(a) demonstrates aspects of reward calculation. The polytope referenced
as kikoks isolates two instances of Cy and one instance of C;, which means that we have
misclassification here, and the reward for this polytope will be 0. The same is true for the
polytope referenced by k1koks, where we have one of C; and Cy, meaning that here too,
we have a misclassification, and thus, the reward is 0. Polytopes kjkoks and kikoks isolate
a single instance of C7 each — a perfect classification with a reward of 1 each. The same
is true for polytope kikoks with a single instance of Cs; it is a perfect classification with a
reward of 1. Polytopes kikoks and k1 koks have no instances. The total reward for the state
(current hyperplane orientation) is:

STotal = Sk, gk + Skikaks T Skvkaks T Skykigkis T Skykotiy =0+ 0+14+1+1=3.

After the initial RL algorithm is called, we continue recursively to apply the
reinforcement-learning (RL) algorithm to each mixed-classification polytope as is illustrated
in Figure 1(b). For an example of a mixed-classification polytope see appendix 1.2. The RL
polytope bounding algorithm is contained in appendix 1.4.

(b) RL Recursive Call on Mixed-Classified
(a) Polytope Reward Calculation Polytopes

Figure 1: Polytope Examples

As an optimizer can converge on a local minimum, the RL algorithm may reach a state
where it cannot create new homogeneously-classified polytopes. See Figure 5 for illustration.
This can happen if the RL algorithm cannot find a proper hyperplane orientation or if the
selected number of hyperplanes is insufficient for the given NFGs. We apply the separation
algorithm to handle this case.

3.1.1 The Separation Algorithm

The separation algorithm recursively subdivides a mixed-classification polytope into multi-
ple homogeneous polytopes. The algorithm subdivides a region by creating a hyperplane



between two points in the region. The separation algorithm is then applied to any mixed-
classification polytope resulting from the division, and so on, until homogeneously-classified
regions remain. For example, applying the separation algorithm to the mixed classification
polytopes Eykoks and kikoks in Figure 5 results in Figure 2(a). In the worst case, the al-
gorithm will require w iterations to converge on a solution where w is the number of NFGs
in a given heterogeneously classified polytope. The separation algorithm can be found in
appendix 1.3.

(a) The Separation Algorithm generates a
hyperplane h to create polytopes 212425 and (b) Finding points nearest to a polytope with
292325%4. class Cs>

Figure 2: Separation Algorithm Illustrations

3.2 NFG Remapping

Given an input NFG matrix, G, we want to find the minimal modification that will cause
players to play the actions defined by classification C. We remap G to play C by locating the
nearest polytope that isolates NFGs classified as C and then find the closest point on that
polytope (Figure Figure 2(b)), G'. To increase the probability that the modified NFG will
play C‘, G’ is moved toward the point with the steepest probabilty gradient in the incident
polytope to create G.

The algorithm finds the nearest point on a polytope that isolates NFGs classified as C by
solving a linear programming (LP) problem for each such polytope. The LP solution gives
the nearest point to G for each polytope 2, and thus the distance between each polytope
and G.

The LP’s constraints are defined by the set of constraints concluded from the hyperplane
equations that constitute a given polytope. The objective function minimizes the euclidean
distance from G to the polytope. For G with coordinates (Xi,...,X,,) and a set of k
hyperplanes:

m
Ej:lblj*xj = dl

E;nzlbkj *Tj; = dk

The set of polytopes Y is defined by sets of constraints derived from the k£ hyperplane

equations in the form of X7 ,b;; * x; < d; or X7, b;; * x; > d;, depending on which side of

3In the case the G is already in a relevant polytope, then the algorithm returns G.



a specific hyperplane a polytope is located. The objective function is:

miny /X1 (X — 24)?

Thus G’ is the point with the minimal distance from G among all the solutions found
by the set of LPs. Let Y; be the polytope that G’ belongs to.

For example, Figure Figure 3(a) illustrates two classes C; and Cy and polytopes bounded
by the three hyperplanes:

b11*1'1+b12*l’2:d1
bay * 21 + bog * X2 = dy

b3y *x x1 + b3g x x5 = d3

If G is at point (X7, X5), and we want to find the nearest point on a polytope classified
as Uy, we solve an LP problem for each polytope containing C. In this case we solve the
LP for kykoks and kikoks, under the objective function min\/(Xl —21)% + (X3 — x2)%. For

polytope kikoks the constraint set derived from the hyperplanes is:

b1y xx1 + b2 xa0 < dy
bo1 * 21 + bog *x 12 < doy

bgl *I1+b32*1‘2 < d3
and for kikoks, the constraint set derived from the hyperplanes is:

bipxx1 + b2 xaxe < dy
b21*$1+b22*l’2>d2

b31 * 21 + bgg * 2 > d3

In this example, the nearest point is from k1 koks, and the system solves and returns (X i, X ;)

b1l * X1 + b1 * x2 =d1 - Move G' toward
The input NFG interior NFG

byy ¥ X1+ by ¥ xp=d3
(Xl"\'l)

Closest point to G
on hyperplane

(a) Finding the nearest point on a polytope
surface (b) Improving Remapping Confidence

Figure 3: NFG Remapping Illustrations

G’ falls on a polytope surface that also belongs to an adjacent polytope with a different
classification. To make G play as intended with higher expectation, we move the solution
NFG further into Y;’s interior. Given point G’, we find the NFG in Y; with the steepest
probability gradient from G’, the point (Xf,...,X;;l), and move G’ toward (Xf,...,X;;L)
and return its’ new location as G. The gradient is calculated as the probability that each



interior point will play C divided by the distance between G’ and each interior NFG. Figure
Figure 3(b) illustrates this operation.

The experimental results include an investigation of the relationship between the remap-
ping confidence and the distance the solution point was moved into the bounding polytope’s
interior.

3.3 The Algorithm

We now present the main algorithm:

Algorithm 1 GUIDE

procedure MAIN(W,C4,...Cy, k, G, C’)

Input:
W, the dataset of input NFG matrices
C1,...Cy a set of clasifications for each NFG € W
k, number of hyperplanes to divide the vectorized NFGs
G, the NFG to remap
C , the desired classification for G

Output:
G the remapped NGF such that G is in polytope Y;
with clasification C.

Build M, i.e. vectorize NFGs in W.
Denote v* by maxvew ||V, V°|| where V° is the origion.
Initialize H and D with k hyperplanes by placing them
parallel to each other with d; = v™/i.
Compute P from H, D, M.
Call RL Bound Regions (see appendix 1.4) with
P to build homogenously-classified polytopes.
if mixed-classification polytopes remain then
Apply the Separation Algorithm
Remap G to G’ on the (nearest) polytope Y; classified C.
Improve confidence by moving G’ toward the NFG
wih the steepest probability gradient in Y;. Call the new location G.
return G

4 Experimental Results

This section presents an experiment to evaluate the NFG-remapping system’s performance.
Since, to the best of our knowledge, there are no comparable mechanisms to benchmark
against, we test the agreement of our results with the output of a panel. Our panel consists
of known classifiers trained on our dataset of played NFGs. This means the evaluation of
our results is only as accurate as the classifiers on the panel. The details of the classier
panel are given in the supplemental materials in appendix 1.6. Finally, we assess the effect
of moving G’ into the interior of the target polytope, Yt, to create G, on the quality of the
remapping.

4.1 Experiment Design

We trained GUIDE using datasets from the combined observations of several experimental
game theory studies in which participants were paid to select actions in NFG. Participants



did not always play the equilibrium strategy or might have played games with multiple
equilibria, so participants’ sometimes irrational behavior is captured in the data.

[3, 4, 7,9, 10, 14, 25, 23, 24]. These studies used the 61, 3x3, 2-player NFGs from the
cited datasets. These games were played 4,812 times overall. The results analyze the row
player’s chosen action, which was named action A, B, and C, respectively. In the dataset,
any single NFG was played multiple times with different results. So every NFG had a
distribution of classifications rather than a single classification. As noted, this distribution
could result from players choosing non-equilibrium actions or playing multiple equilibria.
We resolved this by mapping each NFG to the most frequently played action and retaining
the probability of that played action. So even if human players played equilibrium actions
in a multi-equilibria game, we associate such an NFG with the most frequently played
equilibrium action and the probability that the action was played. Thus we note when
other equilibria exist but are not frequently played. Lastly, tie-breaking was unnecessary as
this dataset did not contain ties between classifications.

We supplemented the actual game data with synthesized data to fill in the gaps between
the regions explored in the experimental data. We only synthesized the areas that play
actions with high expectation, i.e., the locations that an analysis of each NFG would easily
predict. The assumption is that the game maker generates high-probability data from anal-
ysis to describe the contour of the space and populates boundary regions with actual exper-
imental data. The synthesized data was created by generating 50,000 uniformly-distributed
NFGs and filtering out those that played their preferred action with probability less than
0.9, as classified by NFGnn. The remaining 1000 data points defined well-separated regions,
which we confirmed with a t-SNE plot.

The system was evaluated with a set of 101 test NFGs was randomly generated to be
used as G's and remapped in the experiment. The 101 test data points included 61 points
taken from the experimental data and another 50 generated points. The 50 synthetic points
were randomly created with a uniform distribution. The payout range was selected to match
the range of payouts in the datasets from [3, 4, 7, 9, 10, 14, 25, 23, 24].

The following approach was used to estimate the accuracy of our remapping algorithm:

1. We selected several ML classifiers: SVM][5], Random Forest[18, 13], Multi-layer
Perceptron[11], and NFGnn[9].

2. The classifiers were trained on the original 4,812 game matrix instances from [3, 4, 7,
9, 10, 14, 25, 23, 24].

The accuracy of each classifier was evaluated.

-~ w

Each classifier labeled each of our solution NFGs, G.

The agreement between each classifier and C was recorded.

ot

6. The solution NFGs were moved in steps toward the interior of their respective Y;s and
reevaluated against the benchmark classifiers at each step.

A detailed discussion of how to select the correct value for k£ when building the polytopes
is contained in appendix 1.5.

4.2 Experiment Results

The experimental results showed that the system was surprisingly reliable relative to the
performance of the testing classifiers. As the NFGnn classifier demonstrated nearly perfect
accuracy, the most interesting comparison is between our mechanisms and NFGnn. As can
be seen from the agreement plot with NFGnn, the agreement level of 49% when G is close to



G’ matches our expectation that solutions on polytope boundaries would be classified as C
roughly half the time. This is because each boundary also belongs to an adjacent polytope
with a different classification. The steady increase in agreement as G was moved toward
an inner NFG is also expected as G is converging on another point already classified as C.
As we wanted to see, the agreement rises sharply toward 100% as we follow the steepest
probability gradient in the target polytope. The rapid rise in agreement with the SVM likely
reflects that both mechanisms attempt to impose classifications through explicit geometric
boundaries.

The detailed experimental results are presented in tables in the supplementary material.
The tables are summarized in Figure 4 below. The results show the classifier agreement for
each classification vs. the fraction of distance the solution NFG moved between G’ and the
closest NFG in Y. E.g., 0 indicates that G stayed at G’ while 1 means that the solution
NFG is a previously played NFG. Figure 4 summarizes this relationship and shows that the
system can be configured for a preferred accuracy. One can see how the classifier agreement
changes as we move G further into Yy’s interior. As expected, the confidence rises as G
moves from polytope boundaries and closer to the existing NFGs.

M SVM W Random Forest [ MLP [ NFGm

02 04

Figure 4: Classifier Agreement on C' vs % Distance to Nearest Point

We present the case where the system was only trained with real-world data in appendix
1.8. Last but note least, we plan to make our dataset and algorithm code public however
the IJCAI double blind policy restricts us from doing so until after the paper is camera
ready as publishing this information would breach anonymity.

5 Conclusions and Discussion

We presented GUIDE, a reinforcement-learning-based mechanism for helping game designers
create games with desirable outcomes. The influenced games were played by human players,
so players did not always play the equilibrium strategy. The mechanism is general enough
to apply to other game theory problems. The experimental results showed that the system
operated as expected and was reliable relative to the performance of the testing classifiers.

GUIDE was designed and developed to apply to a wide range of problems that can be
represented as classification problems. As part of the proof of concept, we executed tests
on the Iris [6], and Pen-Digit [1] datasets to see how they would perform with data other
than NFGs. Our mechanism provided similar or better performance on these data sets. A
summary of the results can be found in the supplementary materials.

Simplifications were made to increase the clarity of this result and are left open for
future exploration. This includes allowing the RL algorithm to choose the optimal number



of hyperplanes and making better use of probabilities in the base model to improve the
solution’s accuracy. We leave these questions for future exploration.
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6 Appendix

6.1 Mechanism Design Related Work

[20] allows for flexibility and adaptability within the game by introducing leveled-
commitment contracting, a concept that provides a way for agents in a multi-agent system to
make contracts they can de-commit from, albeit with a cost. However, [20] isn’t concerned
with player influence but focuses on creating flexible contracts among autonomous agents
in a multi-agent system. Both [20] and our approach deal with strategic behavior, though
they differ in terms of goals and mechanisms. [12] provides a deeper understanding of the
strategies and equilibria that may arise in repeated economic interactions, when the same
economic game is played repeatedly, and suggests that such interactions may lead to more
efficient or desired outcomes than one-time games. While [12] uses traditional economic and
game theory principles to describe outcomes theory, our result focuses on actual outcomes
expressed in data. [19] delves into the complexities associated with optimizing over specific
geometric shapes common to game theory optimization, namely the simplex, hypercube,
and sphere, and suggests strategies and approaches for solving them. In contrast, our re-
sult focuses on a practical solution to optimize player behavior in games embedded in a
hypercube.

7 Separation Iteration Illustration

Figure 5: At some RL separation iteration, hyperplanes could fail to split instances, and
the process will not advance.
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